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Proposed Title of the research: 
Retrieval-Augmented Multimodal LLMs for Industrial Applications

Keywords: (5)
Retrieval-augmented generation, multimodal LLMs, industrial AI, knowledge grounding, domain adaptation

Research objectives: -- (max 10 rows)
Large Language Models and their multimodal extensions show remarkable generalisation, yet their deployment in industrial settings is constrained by hallucination, outdated parametric knowledge, lack of auditability, and costly adaptation. Retrieval-Augmented Generation (RAG) grounds model outputs in dynamically retrieved, verifiable external knowledge, addressing these issues. This research pushes RAG for multimodal LLMs into industrial scenarios where reliability and domain-specificity are critical, along three axes: (a) retrieval architectures for heterogeneous industrial knowledge bases spanning text, images, structured documents, and CAD drawings; (b) knowledge grounding mechanisms enabling faithful attribution of generated content to retrieved sources, supporting auditability and regulatory compliance; (c) efficient domain adaptation strategies — including parameter-efficient fine-tuning and in-context learning — enabling rapid specialisation to new industrial verticals without full retraining.

Proposed research activity -- (max 10 rows)
The candidate will design and evaluate RAG pipelines for multimodal LLMs in industrial settings, extending open-weights models with retrieval modules for heterogeneous industrial repositories. The focus will be on dense retrieval over multi-format corpora, cross-modal re-ranking, and faithfulness-aware generation. Industrial case studies will include document-grounded QA over technical manuals, visual inspection grounded in reference image databases, and multi-hop reasoning over product knowledge graphs. Large-scale indexing experiments will exploit CINECA and the IT4LIA AI Factory. The research connects to ELLIOT for foundation model infrastructure, to ELIAS and ELSA for safety and compliance, and to ELLE and MINERVA for mobility and benchmarking. Dissemination will target CVPR, ECCV, ACL, EMNLP, and industrial AI venues.

This position is funded by Asotech S.r.l..

Supporting research projects (and Department): Research will be carried out in the AImageLab laboratory (aimagelab.unimore.it) in the Department of Engineering “Enzo Ferrari” (DIEF) at the University of Modena and Reggio Emilia (UNIMORE), using the local GPU infrastructure and supercomputers hosted at CINECA, the Italian Supercomputing Centre, through active HPC allocations (ISCRA B and EuroHPC). The IT4LIA AI Factory further supports access to industrial-grade training infrastructure within the national AI strategy. The research connects to ELLIOT for foundation model infrastructure, to ELIAS and ELSA for trustworthiness and compliance, to ELLE for researcher mobility, and to MINERVA for benchmarking. Industrial partnership with Asotech provides real-world datasets and application-driven questions.

Possible connections with research groups, companies, universities.
Connections will be (some of them are already established)
- Asotech S.r.l. 
- CNR-ISTI Pisa – Dr. Fabrizio Falchi, Dr. Fabio Carrara (large-scale vector search, dense retrieval)
- University of Trento – Prof. Niculae Sebe (multimodal learning, domain adaptation)
- CINECA – national HPC infrastructure through ISCRA B and EuroHPC allocations
- IT4LIA AI Factory – Italian AI infrastructure network
- Computer Vision Center (CVC), Universitat Autònoma de Barcelona – Prof. Dimòsthenis Karatzas (document AI)
- Partners of the ELLIOT, ELIAS, ELSA, ELLE MSCA, and MINERVA European projects.

 (*) optional
(**) optional/to be completed on the second year 
